Hadoop-1.2.1 Installation on Ubuntu Server

» Pre-requisitions:

o Vmware Workstation or VMPlayer
— https://my.vmware.com/web/vmware/downloads

o Ubuntu Server VM - Installed Ubuntu Server in Virtual machine.
Link - http://releases.ubuntu.com/12.04/ubuntu-12.04.5-server-amd64.iso
(I am using the Ubuntu Server -12.04.5 64-bit. You can download the 1SO from above
link)

0 Pre-installed Hadoop Pseudo-Mode
» System Hardware Configuration

1) For distributed

ldle  RAM - 16 GB (1.5 GB per VM)
HDD - 100 GB (20 GB x 5 Node)

Min RAM -6-8 GB (1 GB per VM)
HDD - 40 GB (8 GB x 5 Node)

» Start the Vmware workstation application. Vmplayer didn’t work for this.

‘ o
Viware

Workstation

> Power-off Pseudo-Mode VM in case still Power-on.

5‘ Hadoop PM O

1 pntu 12.04.5 LTS5 ubuntu ttyl

1. ubunt
Thu May 1 112 IST 2016
VMware Workstation

"Hadoop PM™ s still powered o

‘fou can continue to run Wi chine in the background,

suspend it for later use, rit off now.

Suspend Power Off Run in Background Cancel
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» You can create multi-node cluster with two ways
1. Install and configure hadoop machine individually.
2. Create one hadoop machine and clone the machine and create copy from it.

v | am using the Method-2 for this document and | have “Hadoop PM” with Single-Node
Hadoop Installed. | going to install 4 Node Hadoop Cluster.

(=) Hadoop PM - VMware Workstation
File Edit View VM Tabs Help | o = | | {© 0O = |

Library % 51 Hadoop BM x}

| Q, Type hereto search v‘
o 9 My Computer ﬁHadoop PM

ﬁj D re-Ser\re.rGUI LXDE} 77 P Power on this virtual machine
El cloudera-quickstart-vm-3.7.0-C E]Edit virtual machine settings

51 N-1

157 SN-1

(5 WN-1 ¥ Devices

51 WN-2 1 Memory 4GB
(9] Backup-MN1 [ Processors 1

51 Hadoop PM {2 Hard Disk (SCSI) 20 GB

CH Shared VMs
=

- (=) CD/DVD (SATA)  Using file DM\AD...
T Network Adaoter NAT

» To clone the machine it must be in power-off state. Please follow the screenshots and
create clone machine with following names:

Hadoop PM - VMware Workstation
File Edit View VM Tabs Help | b ~ | | £9 0] |Q = |
Library s 5 Hadoop PM ]
| Q Type here to search -

Hadoop PM
= [ My Computer ﬁ p
& DEZY'E'SENe_rGUI(LXDE] P> Power on this virtuzal machine
% ;\o1udera-qu|ck;tart-vm-S.T‘O-C £EEdit virtual machine settings
(51 5N-1
(1 WN-1 * Devices
151 wi-2 5 Memory 1GB
ﬁ‘ Backup-N1 [ Processors 1
rd Disk (SCSI) 20 GB
1 Shared Close Tab
- /DVD (SATA)  Using file DAAb..
Mark as Favorite oaa A
Rename... ﬁ Change Hardware Compatibility...
g ‘@ Clone...
ower [ oad...
hp Upload
Removable Devices 3 Download...
e [] Clean Up Disks...
Send Ctrl+Alt+Del 5 Delete from Disk
Grab Input Share.
Snapshot 3 Permissions...
L RRSEE VNC Connections
“\ Manage b |[J) Messagelog
Install Viware Tools...
',E_ll Settings...
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Clone Wirtual Machine Wizard

Welcome to the Clone Virtual
Machine Wizard

This wizard will help you create a copy of this
wvirtual machine.

If you intend for other users to create dones
from this virtual machine, you should enable
template mode under VM = Settings = Options =

Advanced.
VMWARE
WORKSTATION
< Back Mext = | | Cancel |
Clone Virtual Machine Wizard

Clone Source
Which state do you want to create a done from?

Clone from

(@) The current state in the virtual machine

Creating a linked done from the current state will create a new snapshot.

An existing snapshot {(powered off anly):

This wvirtual machine has no existing doneable snapshots.

| = Back Mext = | | Cancel |

Clone Virtual Machine Wizard

Clone Type
How do you want to done this virtual machine?

Clone method

) Create a linked done
A linked done is a reference to the original virtual machine and reqguires less
disk space to store. Howewver, it cannot run without access to the original
virtual machine.

reate a full done!
full done is a complete copy of the original virtual machine at its current
te. This virtual machine is fully independent, but requires more disk space
store.

| | Cancel
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Clone Virtual Machine Wizard

Name of the New Virtual Machine
What name would you like to use for this virtual machine?

Virtual machine name
|Narner|odE| @ Machine Name |

Location
|C:‘#Jsers‘\dezyre‘l.[]omments‘l,‘u"lrmal Machines\Mamenode | | Browse...
| <Back || Cancel
VMware Workstation
Cloning...

Clone Virtual Machine Wizard

Cloning Virtual Machine

v Preparing done operation
v Creating full done

v Done
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@ Namenode - VMy

File Edit View VM Tabs Help | b~ | | {O £ | (S |
Loy % || rosomprm < | (5 Namenode |
| Q. Type here to search "

ﬁNamenode

= 9] My Computer
@ Dezyre-ServerGUI(]
7] cloudera-quic

| ("] Namenode

7] Backup-N1

DE) P Power on this virtual machine
E]Editvirtual machine settings

(1 Hadoop PM ~ Devices
£ Shared VMs 8 Memory 16GB
[d Processors 1

i Hard Disk (SCSI} 20 GB

) CD/DVD (SATA}  Using file D:\Ab..,
¥ Metwork Adapter NAT

USE Controller Present

Repeat the cloning process and make other 3 machines.

@ Namenode - VMware
File Edit View VM Tabs Help | o + | | (O 0] = |
Libral x
4 ﬁllamenmle XH@ SecondaryMamenode x H@ WorkerNodel ”EW
‘ Q. Type here to search hd |
Namenode
= [ My Computer ﬁ
DH_‘{I’E-SEWE.IGUKLXDEJ P Power on this virtual machine
T Cloudera_guickstart-vm-5.7.0-0 ':E'IEdit virtual machine settings
| (7] Namenode |
7] Backup-M1
(51 Hadoop PM ¥ Devices
[ SecondaryMamenade o Memory 1GB
@ WorkerModel [ Processors 1
. (] WorkerNode? (22 Hard Disk [SCSI) 20 GB
Shared VM
= nareg Vs () CD/DVD (SATA)  Using file D:\Ab...
F5 Metwork Adapter NAT
USE Controller Present

» Check your system IP’s of all the machine

Namenode —

SecondaryNamenode —

WorkerNode-1 -
WorkerNode-1 -
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Eﬁ Namenode E‘T SecondaryNamenode Eﬁ WorkerMode 1 (51 WorkerNode2

hadoop@ubuntu:™5| ifconfig F
ethd Link _encan:Ethernet™ HWaidr 00:0c:29:c0:91:85
inet addr:192.168.81.133 Bcast:192.168.81.255 Mask:255.255.255.0
inet6 addr: feB0::20c:Z29ff:fec®:9185-64 Scope:Link
UP BROADCAST RUNNING MULTICAST HMTU:1500 Metric:1
R¥ packets:30 errors:0 dropped:0 overruns:0 frame:0
TX packets:26 errors:0 dropped:0 overruns:0 carrier:0
collisions:0 txgqueuelen:1000
R¥ bytes:4066 (4.0 KB) TX bytes:Z254Z2 (2.5 KB)

Link encap:Local Loopback

inet addr:127.0.0.1 Mask:255.0.0.0

inet6 addr: ::1-128 Scope:Host

UP LOOPBACK RUNNING MTU:65536 Metric:1

R¥ packets:0 errors:0 dropped:0 overruns:0 frame:0
TX packets:0 errors:0 dropped:0 overruns:0 carrier:0
collisions:0 txqueuelen:0

RX byte=:0 (0.0 B) TX bytes:0 (0.0 B)

hadoopRubuntu:™5

E‘ Namenode F‘ SecondaryNamenode Ell WorkerModel 701 WorkerMode2
—

hadoopRubuntu : S| ifconfig

etho Link encap:Ethernet HuUaddr 00:0c:Z29:83:ee:c5
inet addr{192.168.81.134 | Bcast:192.168.81.255 Mask:Z55.255.255.0
inetb addr: feB0::20c:29ff:feB3:eec5-64 Scope:Link
UP BROADCAST RUNNING MULTICAST HMTU:1500 Metric:1
RX packet=:Z23 errors:0 dropped:0 overruns:0 frame:0
T¥ packet=:26 errors:0 dropped:0 overruns:0 carrier:0
collisions:0 txqueuelen:1000
RX bytes:3080 (3.0 KB) TX bytes:Z54Z (2.5 KB)

Link encap:Local Loopback

inet addr:127.0.0.1 Mask:255.0.0.0

inetb addr: ::1-128 Scope:Host

UP LOOPBACK RUMNING MTU:65536 Metric:1

R¥ packets:0 errors:0 dropped:0 overruns:0 frame:0
TX packets:0 errors:0 dropped:0 overruns:0 carrier:0
collisions:0 txqueuelen:0

R¥ bytes:0 (0.0 B) TX bytes:0 (0.0 B)

hadoop@ubuntu: ™%

E‘ Mamenode E‘ SecondaryMName)

hadoop@ubuntu: ~&{ ifconf iz N5
etho Link encapirinerns Woddr 00:0c:29:ccic?: {2
inet addr:192.168.581.135) Brast:192.168.81.255 Mask:255.255.255.0
inetd addr: TeB0::20C:29tf:fecc:c?f2s64 Scope:Link
UP BROADCAST RUMMING MULTICAST MTU:1500 Metric:i1
R¥ packets:16 errors:0 dropped:0 overruns:0 frame:0
T¥ packets:26 errors:0 dropped:0 overruns:0 carcier:0
collisions:0 txgueuelen: 1000
R¥ bytes:2094 (2.0 KB} TH hytes:2542 (2.5 KB)

Link encap:Local Loophack

inet addr:127.0.0.1 Mask:255.0.0.0

inete addr: ::1/128 Scope:Host

UP LOOPBACK REUWMIMG MTU:B5536 Metric:il

R¥ packets:0 errors:0 dropped:0 overruns:(Q frame:Q
T packets:0 errors:0 dropped:0 overruns:0 carrier:0
collisions:0 txgueuelen:o

R¥ bytes:0 (0.0 B)Y T¥ bytes:0 (0.0 B)

hadoop@ubuntu: ™%

www.Dezyre.com
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Eﬁ Mamenode E‘ SecondaryMamenode Eﬁ WorkerMode 1 =1 WorkerNode2

~ O

hadoop@ubuntu: ™%

» Check the configuration in all the machine.
Note: core-site.xml and mapred-site.xml should be same in all the machines and contain the

System IP of Namenode machine.

hadoop@ubuntu: ~
fusrflocal fhadoop/fconf/core-=site. zml "

GHU nmano 2.2.6 File:

= e B LILL S

7 DeZyréW
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hadoop@ubuntu; ~
GHU mano 2.2.6 File:

.« . flocal fhadoop/conf /mapred-site . xml

o

» Update the masters(SecondaryNamenode) and slaves(\WorkerNode) file in Namenode
machine only.

hadoop®@ubuntu: ~
GHNU nmano 2.2.6 File: fus=sr/local/hadoop/conf/masters

hadoop@ubuntu: ~ = =
GHNU nmano 2.2.6 File: fus=sr/local/hadoop/conf/=slaves

Modified

: DeZyréW
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» Recreate the HDFS. Run the following command in Namenode and all WorkerNodes.

hadoop@ubuntu; ~

» Format the Namenode: (Only run in Namenode Machine):

» Start all hadoop services: (Only run in Namenode machine)

hadoop@ubuntu: ~

; DeZyréW
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» Check the running services in all the machines:

hadoop@ubuntu; ~

H

hadoop@ubuntu:

]

hadoop@ubuntu:

H

hadoop@ubuntu;

Now you have successfully install the Hadoop Single Node in your
Ubuntu Server.

Note: Please refer “Hadoop SingleNode in Ubuntu Server” for
Hadoop SingleNode setup.

Important Instruction:

- Don’t shutdown or restart your system. It will update/change the System IP. Use power-off
or suspend option in Vmware player or workstation.

- You can use vi editor as well for editing the files.

- Please make sure you have installed the Openssh-server to SSH connections with Putty.

- It you need any help, please post on dezyre discussion forum.

*
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